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A B S T R A C T

In this paper, we present a novel adaptive particle resampling method tailored for sur-
face reconstruction of level-sets defined by the boundary particles from a particle-based
liquid simulation. The proposed approach is simple and easy to implement, and only
requires the positions of the particles to identify and refine regions with small and thin
fluid features accurately. The method comprises four main stages: boundary detection,
feature classification, particle refinement, and surface reconstruction. For each simula-
tion frame, firstly the free-surface particles are captured through a boundary detection
method. Then, the boundary particles are classified and labeled according to the defor-
mation and the stretching of the free-surface computed from the Principal Component
Analysis (PCA) of the particle positions. The particles placed at feature regions are
then refined according to their feature classification. Finally, we extract the free-surface
of the zero level-set defined by the resampled boundary particles and its normals. In
order to render the free-surface, we demonstrate how the traditional methods of surface
fitting in Computer Graphics and Computational Physics literature can benefit from the
proposed resampling method. Furthermore, the results shown in the paper attest the
effectiveness and robustness of our method when compared to state-of-the-art adaptive
particle resampling techniques.

c© 2019 Elsevier B.V. All rights reserved.

1. Introduction

An interface between a liquid and a gas (e.g., water and air)
is known as a free-surface. The deformation and fragmentation
of the free-surface caused by a liquid splashing is a ubiquitous
phenomenon which generates not only an intricate surface but
also important fluid features, such as thin sheets, liquid streams
or ligaments, and small droplets. The numerical discretization
imposes several limitations in the representation of these fea-
tures, mainly for fluid details on a scale smaller than the nu-
merical resolution. A plausible representation of these details
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is essential in fluid animation, demanding an intense research
activity in the field of computer animation.

In the context of particle-based fluids, rendering of the free-
surface usually involves the employment of a surface recon-
struction technique which transforms particles into a polygonal
mesh. Several surface reconstruction methods have been pro-
posed in the Computer Graphics literature, not only for particle-
based fluids but also for point clouds in general. The main con-
cern of surface reconstruction techniques [2] is to create a wa-
tertight surface from oriented point cloud (i.e., a subset of 3D
points and normals that sample the surface) typically acquired
with 3D range scanners. On the other hand, in particle-based
fluids, such as Smoothed Particle Hydrodynamics (SPH) [3]
and Fluid-Implicit-Particle (FLIP) [4], the primary purpose is
to extract a high-quality smooth free-surface from the particle
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Fig. 1: Free-surface fitting of a liquid splashing by using the method proposed by Sandim et al. [1], without (left) and with our resampling method (right). Notice
that the ligaments and thin sheets of fluid are gracefully reconstructed with our method.

positions. In this case, the free-surface is represented implic-
itly by a blobby-like model, i.e., the zero level-set of a signed
distance field computed from a weighted sum of kernel evalua-
tions over the distances between the particle positions [5, 4, 6].
For simplicity, we call this category of methods as volumetric
surface reconstruction, because the smoothed signed distance
function provided by these methods involve all particles of the
system, i.e., without distinguishing whether a particle belongs
to the free-surface or not.

The main drawback of the volumetric surface reconstruction
methods is the difficulty in providing a representation of fluid
features due to irregular and sparse distribution of the particles
or by the numerical discretization. For this reason, many arti-
cles in the literature address the low particle resolution on the
free-surface by using adaptive sampling methods [7, 8, 9, 10].

Recently, Marrone et al. [11] and Sandim et al. [1] pro-
posed alternative frameworks for surface reconstruction. These
frameworks rely on a level-set definition using only the parti-
cles on the free-surface, these particles are known as boundary
particles (or surface particles). Firstly, these methods trans-
form the volumetric shape defined by the fluid particles into
a point cloud formed by surface particles through an accurate
boundary detection method. Then, the surface reconstruction
can be obtained efficiently from a level-set function which fits
the boundary particles and its normals. The level-set is given by
a closed formula [11] or by robust surface fitting algorithms [1],
such as Radial Basis Functions (RBF) implicits [12], Multi-
level Partition of Unity (MPU) implicits [13], and Screened
Poisson surface reconstruction [14]. Despite reconstructing a
watertight surface resilient to blobby artifacts (e.g., bumps or
indentations), these methods also suffer from the problem of
particle sampling with the disadvantage of lacking some adap-
tive resampling method tailored for free-surface fitting.

In this paper, we present a novel particle resampling method
for surface reconstruction of a point cloud which represents the
free-surface of a liquid, providing a significant improvement
over the surface reconstruction methods based on a level-set
definition from the boundary particles [11, 1]. Our approach
is based on adaptive particle refinement of the free-surface ac-
cording to its small and thin fluid features, preserving small
droplets, streams, and thin sheets due to the insertion of new

particles in poorly sampled regions. The detection of the fluid
features and the positioning of the new sampled particles are
provided by the Principal Component Analysis (PCA) [15] of
the particle positions. Figure 1 depicts our method in action.

In contrast to the previous adaptive sampling methods, our
method is tailored to level-sets defined by the boundary parti-
cles. Besides being computationally efficient, simple and easy
to implement, our resampling is independent of the boundary
detection method used, allowing users to choose the detection
method that better suit their needs. Moreover, we propose
a quality metric in order to evaluate the effectiveness of our
method against the state-of-the-art techniques in particle resam-
pling by a set of experiments and comparisons.

Paper outline. The remainder of the paper is organized as fol-
lows. Section 2 presents a brief review of related methods ex-
isting in the literature. The proposed method is described in
Section 3. Section 4 and Section 5 provide the results and a
discussion about our method, respectively. Section 6 concludes
the paper, giving a glimpse of future work.

2. Related work

In order to better contextualize our method and highlight its
properties, we focused on reviewing previous works closely re-
lated to particle resampling methods in liquid animation.

Adams et al. [16] proposed an adaptive sampling method for
SPH fluids based on geometric local feature size, computed
using a particle approximation of the medial axis of the free-
surface. Their approach allows increasing the number of par-
ticles in geometrically complex regions near the free-surface
while reducing the number of particles deep inside the fluid.
Regarding the surface reconstruction, they have improved the
implicit surface definition proposed by Zhu and Bridson [4]
replacing the distance between the particles by a particle-to-
surface distance.

Solenthaler et al. [7] introduced an upsampling method to
enhance the SPH particle resolution of the free-surface of a
liquid. Although refining the particles near the free-surface,
this method can lead to surface artifacts due to the coarse ap-
proximation of the boundary particles based on a user thresh-
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Fig. 2: Overview of the pipeline of our method in a double dam breaking simulation.

old of the distance between the particle and the centroid of its
neighborhood. Zhang et al. [8] proposed operations of splitting
and merging of SPH particles on GPU. The authors used the
boundary detection of the previous method as resampling crite-
ria, splitting a boundary particle into four sub-particles placed
at the corners of a tetrahedron and merging the interior particles
to a single particle located at their centroid.

Hong et al. [17] introduced an adaptive particle sampling
method for incompressible fluids coupling into the FLIP, where
the refinement and simplification criteria are defined using the
Reynolds number and the particle-to-surface distance. To pre-
serve thin sheets of fluid on FLIP simulations, Ando et al. [9]
provided a remarkable particle resampling method based on the
anisotropic kernels introduced by Yu and Turk [6].

Solenthaler et al. [18] introduced a multi-scale method for
SPH fluids. The key idea of their approach is to blend individual
simulations with distinct resolution levels regarding the com-
plexity of the flow behavior. Similar to the previous method,
Orthmann et al. [19] presented an adaptive incompressible SPH
framework for convection-diffusion simulations with a tempo-
ral blending of the particle quantities to enable adaptive time-
steps. The particle resampling is controlled by user thresholds
for the magnitude of the volume gradient and the concentration
gradient. Ando et al. [20] integrate an adaptive tetrahedral BCC
(Body-Centered Cubic) mesh with adaptive FLIP particles to
allow varying the resolution during the simulation.

Jang et al. [10] proposed a particle refinement method for
SPH fluids which relies on the analysis of the geometric struc-
ture between surface particles. New particles are inserted into
the inter-particle connections using Poisson disk sampling per-
formed on a regular grid. However, liquid volumes may appear
or disappear along with the simulation due to the insertions or
deletions of samples in-between the particle connections.

Recently, Winchenbach et al. [21] introduced an infinitely
adaptive method for incompressible SPH simulations. They
used the surface distance based on the level-set function pro-
posed by Zhu and Bridson [4] to adjust the masses of the SPH
particles, which splits and merges along with the simulation,
allowing fine-grained control of particle mass.

It is important to point out that the current state-of-the-art
methods of particle resampling were developed for volumetric

surface reconstruction methods. Therefore, one drawback of
these methods mentioned above is that they are not capable of
preserving small and thin features of a free-surface given by a
level-set definition from the boundary particles, i.e., the features
may appear or disappear along with the simulation. Our work
fills this gap in the literature.

3. Boundary particle resampling

In this section, given a particle-based simulation (e.g., SPH
or FLIP), we describe in details the proposed particle resam-
pling method. Figure 2 shows how we insert our resampling
method in the surface reconstruction pipeline. This pipeline
comprises four main stages: boundary detection, feature classi-
fication, particle refinement, and surface reconstruction. For
each time-step of the simulation, since we are focused on
rendering the free-surface, firstly the free-surface is captured
through a boundary particle detection. Our method takes the
boundary particles as input. Then, the boundary particles are
classified and labeled depending on which region they are lo-
cated regarding the small and thin liquid feature. The particles
placed at feature regions are refined according to their clas-
sification. Finally, a reconstruction method extracts the free-
surface from the resampled boundary particles.

3.1. Boundary detection

Before performing the particle resampling stage, the detec-
tion of the boundary particles is an essential pre-processing
step of the input data, i.e., the fluid particles from a particle-
based simulation. This stage relies on the method proposed
by Sandim et al. [1], which demands only particle positions
to perform the boundary/non-boundary particle classification.
According to the experiments reported by the authors, their
method outperforms in performance and accuracy other bound-
ary detection techniques both in Graphics [5, 22, 23] and Com-
putational Physics [11, 24].

In order to precisely define boundary particles, the method
employs the concept of ρ-sampling [25]. Let Bρ(x) be an open
ball of radius ρ centered at a point x. Assuming a ρ-samplingP,
the particle j ∈ P located at the position x j ∈ R3 is called ρ-
interior if ∂Bρ(x j) ⊂ ∪iBρ(xi), where ∂Bρ(x j) is the boundary
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of Bρ(x j); otherwise, j is called ρ-boundary. The parameter ρ
coincides with the numerical resolution of the problem, for in-
stance, in SPH fluid simulations ρ assumes the same value of
the SPH smoothing length.

Let Sρ ⊂ P denotes the point set corresponding to all ρ-
boundary particles. The boundary detection method approx-
imates Sρ by using the Hidden Point Removal (HPR) opera-
tor [25], which aims at identifying visible points on point-set
surfaces. Thus, a particle is classified as a boundary particle if
it is labeled as visible by the HPR operator from a given view-
point. Indeed, Sandim et al. [1] provide theoretical guarantees
on the existence of viewpoints from which one can obtain ap-
proximations to Sρ.

3.2. Feature classification

Thin fluid features appear in free-surface regions that suf-
fer much stretching. One way to measure the displacement
anisotropy of the particles’ positions caused by stretching is by
using PCA. To reduce the computational effort, PCA is only
computed around the neighborhood of the boundary particles.

Given a boundary particle i located at xi ∈ R3, PCA is per-
formed in the neighborhood Ni which may contain boundary
and interior particles (of course, including the particle i itself).
PCA computes the spectral decomposition of the covariance
matrix Ci:

Ci =
1
|Ni|

∑
j∈Ni

(x j − xi)(x j − xi)> with xi =
1
|Ni|

∑
j∈Ni

x j . (1)

The eigendecomposition Ci = Ui Σi U>i is given by the Sin-
gular Value Decomposition (SVD), where Ui denotes the or-
thonormal eigenvector matrix and Σi = diag(σ1, σ2, σ3) is the
eigenvalue matrix with the (positive) eigenvalues sorted in as-
cending order, i.e., σ1 ≤ σ2 ≤ σ3. The eigenvalue σk mea-
sures the variation of the particle positions along the direction
of its corresponding eigenvector uk (k-th column vector of Ui),
which means we have a completely isotropic distribution when
all eigenvalues are equal. In our implementation, we use the
Eigen library [26] to compute the SVD.

The features are classified according to the deformation of
the free-surface and the cardinality of the particle neighbor-
hood. Given a boundary particle i, before computing the covari-
ance matrix Ci, we analyze the cardinality of Ni. A particle i
receives the label `i = 0, if Ni has a particle deficiency, i.e., the
number of particles inNi is less than a certain amount of K par-
ticles. In this case, we bypass the SVD decomposition, and we
assume that Ui is the identity matrix I of order 3. Otherwise,
we estimate the deformation of the free-surface at xi using the
spectrum of Ci. Thus, a particle i is labeled as follows:

`i =


0 , |Ni| < K
1 , |Ni| ≥ K and σ2 ≤ ασ3

2 , |Ni| ≥ K and σ1 ≤ ασ3 and σ2 > ασ3

3 , |Ni| ≥ K and σ1 > ασ3

. (2)

Fig. 3: The color encodes the boundary particles (blue) and the features parti-
cles in a water crown splash: small droplets (cyan), ligaments (yellow) and thin
sheets (magenta).

The value α denotes a threshold which defines the degree of
deformation (or thickness). In our experiments, we adopt K = 4
and α = 0.2.

Summarizing our classification scheme, the label `i = 0
refers to droplets, while `i = 1 refers to liquid streams or lig-
aments, and `i = 2 refers to thin sheets, as illustrated in Fig-
ure 3. We assume that label `i = 3 does not represent a feature.
A boundary particle labeled as a feature is called feature parti-
cle (i.e., `i , 3).

It is worth to mention that, during the implementation, we
also tested the weighted PCA proposed by Yu and Turk [6] in
this stage. As the results were quite similar, we choose the stan-
dard PCA due to its lower computational cost, since PCA does
not require any kernel evaluation.

3.3. Particle refinement

Usually, surface fitting algorithms interpolate a point cloud
using the valuable information of the surface normals. A con-
sistent orientation for the normal vector field provides a char-
acterization of the exterior and interior of the surface. It can be
used to define a signed distance field φ over the domain, where
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(a) `i = 0 (b) `i = 1 (c) `i = 2

Fig. 4: Particle refinement: a feature particle i (light blue) is replaced by new
particles (dark blue) according to its label `i.

φ takes negative values in the interior and positive values in the
exterior, or vice-versa. The surface S is then represented im-
plicitly by the zero level-set of the signed distance field, i.e.,
S = φ−1(0). An orientable surface provides a useful hint not
only for a surface reconstruction method but also for our parti-
cle refinement.

After the feature classification stage, a feature particle i is re-
fined in order to benefit the surface fitting algorithms, where the
new particles are inserted such that they surround the particle i.
In the proposed method, the particle i is replaced by new parti-
cles placed at x̃ regarding the label `i (see Figure 4) as follows:

x̃ = xi ± 0.5 ρuk , k = 1, . . . , 3 − `i . (3)

Note that the thickness of the features reconstructed by our
method is at least ρ (matching with the numerical resolution
used in the boundary detection stage) due to the displacement of
size ρ/2 in both directions of the eigenvector uk in Equation (3).
Thus, our particles refinement can be interpreted as a particle-
based version of the morphological operation of dilatation, sim-
ilar to the surface filtering introduced by Museth [27].

In order to avoid particle oversampling, for each new sam-
pled particle, we check the emptiness of its safe region, defined
as being the open ball Br(x̃) with r = ρ/2. A new sampled parti-
cle is only inserted into the system if there are no fluid particles
inside of its corresponding safe region, as illustrated in Figure 5.
This procedure ensures that an added particle is a boundary par-
ticle, thus avoiding to rerun the boundary detection.

r

Fig. 5: A sampled particle (red) from a feature particle (light blue) is rejected
because its safe region (pink) is not empty. In this case, the feature particle is
replaced by a new sampled particle (dark blue).

(a) without correction (b) with correction

Fig. 6: Highlighted regions of the free-surface (magenta) are corrected by shift-
ing the boundary particles of label `i = 3.

Particle normals. After performing the refinement of the
boundary particles, the construction of the level-set function
also requires the oriented surface normals. Since the normal
vector is orthogonal to the tangent space at the position of a
boundary particle and the PCA defines an estimation of a tan-
gent plane in a least-squares sense, we can reuse the PCA to
compute the oriented normal (pointing outward of the fluid) of
each particle sampled by our method. The normal ñ of a new
particle generated from a particle i is given by:

ñ =
x̃ − xi

‖x̃ − xi‖2
. (4)

For boundary particles with label `i = 3, the normals are com-
puted using the eigenvector with the smallest eigenvalue, i.e.:

ni = sign
(
(xi − xi) · u1

)
u1 . (5)

The insertion of the new sampled particles created from fea-
ture particles (with `i , 3) can introduce discontinuities in the
free-surface (see Figure 6). We can remedy this by updating the
position of the boundary particles with label `i = 3 as follows:

xi = xi + 0.5 ρni . (6)

Our resampling method can be summarized in Algorithm 1.

3.4. Surface reconstruction

After performing our particle resampling method, we obtain
an oriented point cloud where the normal vectors of the sampled
particles are computed by PCA. The level-set definition from
the boundary particles can be achieved in two ways: surface
fitting [1] or by a closed formula [11].

Surface fitting. Following the method proposed by Sandim et
al. [1], the free-surface is reconstructed from the oriented point
cloud using the Screened Poisson method [14] with Neumann
boundary conditions.

Closed formula. The method introduced by Marrone et al. [11]
provides a closed formula for the level-set function φ, inter-
polating the boundary particle data Sρ on a regular grid G.
The function φ is evaluated in each node p of G as follows:
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Algorithm 1: Particle resampling for free-surface
Data: (P, ρ)
Result: oriented point cloud R

Sρ ← boundary(P, ρ) (Section 3.1)
R.positions← Sρ
R.normals← ∅
foreach i ∈ R do /* classification */

if |Ni| < K then
`i ← 0
Ui ← I

else
Compute the matrix Ci using Equation (1)
[Σi,Ui]← SVD (Ci)
`i ← classify (Σi) (Equation (2))

end
end
foreach i ∈ R do /* refinement */

if `i , 3 then
X ← refine (xi, `i, ρ,Ui) (Equation (3))
Remove xi from R.positions
foreach x̃ ∈ X do

if the safe region of x̃ is empty then
Insert x̃ to R.positions
Compute normal ñ using Equation (4)
Insert ñ to R.normals

end
end

else
Compute normal ni using Equation (5)
Insert ni to R.normals;
Update xi in R.positions using Equation (6)

end
end
return R

φ(p) =


−1 , dN(p,Sρ) ≤ −2ρ
dN (p,Sρ)/2ρ , −2ρ < dN(p,Sρ) < 2ρ
+1 , dN(p,Sρ) ≥ 2ρ

(7)

where the normal distance dN(p,Sρ) is given by:

dN(p,Sρ) = (p − xi) · ni with i = argmin
j ∈Sρ

‖x j − p‖2 .

In addition, the scalar field of φ in G can be smoothed by apply-
ing a Gaussian filter on the grid nodes.

Isosurface and geometry processing. In both cases, the triangle
mesh of the isosurface S = φ−1(0) is extracted using Marching
Cubes, where the size of the grid cells matches with the particle
spacing [28]. A mesh smoothing can be performed to alleviate
the noise and oscillations in S caused by an irregular particle
distribution. In particular, we use two-step smoothing method
as detailed in [29] and implemented in MeshLab [30]. Figure 7
shows the effect of this geometry processing applied on the free-
surface. Note that, the fluid features are preserved even after the
smoothing process.

(a) without smoothing (b) with smoothing

Fig. 7: Free-surface is enhanced by a mesh smoothing method.

4. Results

We implemented our method in C++ using OpenMP multi-
threading API. The particle-based fluid simulations were gen-
erated using a weakly compressible SPH implementation pro-
vided by DualSPHysics [31]. For each simulation, the value
of the parameter ρ is defined as the SPH smoothing length, as
suggested by [1]. All experiments have been performed on a
4-core 2.8 GHz Intel i7-4980HQ with 16 GB of RAM. The ef-
fectiveness of our approach is attested through quantitative and
qualitative analyses.

4.1. Quantitative analysis

The main goal of this analysis is to quantify two different as-
pects: an eventual increase in the number of boundary particles
after resampling; and the reliability of the resampling. Both
issues were compared to state-of-the-art methods.

The first aspect is summarized in Table 1, which shows
the statistics of the number of particles (|P|), the number of
boundary particles (|Sρ|), the number of the boundary parti-
cles after our resampling (|R|), the rate of growth (in percent-
age) of the boundary particles added by our method given by
RG = (|R| − |Sρ|)/|Sρ|, and computational time of each ex-
periment. The computational time refer to the time consumed
by our resampling method, including the pre-processing time.
In our experiments, the bottleneck is the boundary detection
stage due to the high number of convex hull computations re-
quired by the HPR.

Table 1: Average statistics and computational times (in seconds) per frame.

Experiment Fig. |P| |Sρ | |R| RG Time

DDB 2 275K 46.4K 48.6K 4.84 1.3
Water crown 10 298K 52.8K 53.1K 0.60 1.5

BoxDrop 11 106K 51.2K 64.3K 25.60 1.3
Waterfall 13 129K 36.0K 43.7K 21.32 1.2

Once the resampling is performed, we attest its reliability by
checking whether the new particles allow for proper surface re-
construction. We expect a surface S to be accurately recon-
structed from the boundary particles R whether S is locally ap-
proximated by R, i.e., the boundary particles are as close as
possible to S .
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Fig. 8: Geometric interpretation of the distances between boundary particles
(circles) and the vertices (squares) of the reconstructed surface S (red lines)
from a volume of liquid (light blue).

To quantify if the reconstructed surface S matches the topol-
ogy and the geometry of the boundary particles R, for each sim-
ulation time t, we need to estimate the distance dRS from R to S
and the distance dS R from S to R. The distance dRS is the max-
imum of the distances from the boundary particles i ∈ R to S ,
i.e., dRS (t) = maxi{d(xi, S )}. LetVS be the set of vertices of S ;
the distance dS R is maximum of the distances from the vertices
vi ∈ VS to R, i.e., dS R(t) = maxi{d(vi,R)}. The distance from a
point p ∈ R3 to a set A ⊂ R3 is given by

d(p, A) = inf{‖p − a‖2 | a ∈ A} .

Note that d(xi, S ) is the distance of xi to its projection on the
closest triangle of S and d(vi,R) is the distance of the vertex vi

to its nearest point in R. Finally, we use a normalized area
under the curve (AUC) of the distances along the simulation to
summarize the error score, as follows:

E = ρ−1 [AUC (dS R(t)) + AUC (dRS (t))] . (8)

Scores closer to zero lead to better results, as the reconstruc-
tion does not leave regions with boundary particles far away
from the surface. In cases where it does not occur, the distance
between boundary particles and the surface increases. Regard-
ing the topology of S , the distances d(vi,R) and d(xi, S ) are
non-zero when a hole or a cavity is wrongly filled and when
the surface breaks up incorrectly, respectively (see Figure 8).
In both cases, the error score increases, penalizing the incorrect
reconstructed surface.

Table 2 shows the comparative results regarding the error
scores given by Equation (8) for the simulations related in Ta-
ble 1. For this experiment, we compare our method against the
particle refinement methods introduced by Zhang et al. [8] (im-
proved with the accurate boundary detection [1]) and Ando et
al. [9] applied to different surface reconstruction methods, as
discussed in Section 3.4. As can be seen, our approach consis-
tently outperforms these methods, which is visually attested in
the next subsection.

4.2. Qualitative analysis
In order to further explore the results of our experiments, we

have also performed visual analyses together with the quantita-
tive analyses.

Figure 9 shows a toy example in which the normals are
computed using the SPH approximation proposed by Müller et
al. [5]. Due to the deficiency of particles in the thin features
(isolated points and line segments), the normals are not con-
sistently oriented; as a consequence, the surface reconstruction

Table 2: Comparative results w.r.t. error scores for different particle resampling
strategies and surface reconstruction methods. Best results in bold.

Surface Reconstruction
Experiment Resampling Method Sandim et al. Marrone et al.

DDB

no resampling 0.439 1.052
Zhang et al. 0.432 0.964
Ando et al. 0.438 1.057

Ours 0.402 0.914

Water crown

no resampling 0.403 0.847
Zhang et al. 0.404 0.858
Ando et al. 0.413 0.850

Ours 0.380 0.839

BoxDrop

no resampling 0.489 1.115
Zhang et al. 0.507 0.885
Ando et al. 0.514 1.130

Ours 0.437 0.830

Waterfall

no resampling 0.364 0.991
Zhang et al. 0.330 0.810
Ando et al. 0.426 1.054

Ours 0.280 0.778

(a) (b)

(c) (d)

Fig. 9: Surface reconstruction in a toy example using RBF implicits: (a) bound-
ary particles (black) with oriented normals (red) and (b) the same dataset af-
ter our resampling. The signed distance field φ: (c) without resampling and
(d) with our resampling. The values of φ vary from negative (red) to positive
(blue) values and its zero level-set (black).

obtained using RBF implicits [12] provides a spurious result
(Figure 9c). This issue is easily remedied by our particle re-
sampling method (Figure 9d), where the thin features are satis-
factorily reconstructed.

Figure 10 shows a water crown splash caused by the colli-
sion of a water drop with a liquid tank. The free-surface fitting
is benefited by our resampling method regarding the preserva-
tion of the thin features. While it can capture the thin sheets of
liquid, we can observe, on the other hand, the deterioration of
the free-surface in the absence of our method caused by the par-
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Fig. 10: Water crown splash. From left to right, volumetric reconstruction of Zhu and Bridson [4] and Museth [27], free-surface fitting [1] without and with our
resampling method.

ticle deficiency in regions containing fluid features. Our method
produces competitive results even when compared with the vol-
umetric reconstruction methods introduced by Zhu and Brid-
son [4] and Museth [27] (implemented in OpenVDB [32]).

Figure 11 shows a comparison between our method against
other state-of-the-art particle resampling methods. The com-
parison is performed on a liquid drop simulation, where a very
thin film of liquid arises from the impact of the drop on a cube.
We compare again our method with the methods of Zhang et
al. [8] and Ando et al. [9]. To perform a visual inspection,
we show the boundary particles as black dots to better assess
the aspect of the surface fitting after the particle refinement
step. In this sense, it is possible to visualize if the topology of
the reconstructed surface matches with the displacement of the
boundary particles. The method of Ando et al. fails to preserve
the free-surface details due to insertion of new sampled parti-
cles tangentially to the surface; thus, the sparse sampling along
the normal direction compromises the quality of the surface fit-
ting. Despite the acceptable result produced by the improved
version of the method proposed by Zhang et al., their method

Fig. 11: Liquid drop on a cube. Comparison between our method (right) and the
methods of Ando et al. [9] (left) and Zhang et al. [8] (middle). The boundary
particles (black dots) fitted by the surface are illustrated at the top-row. Note
that the surface reconstruction using our resampling is resilient to the deterio-
ration of the fluid features during a violent splash.
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Fig. 12: The number of new particles per frame in the liquid drop simulation
(Fig. 11) in each method: our method (red), improved Zhang et al. [8] (yellow),
and Ando et al. [9] (blue).

extracts a sheet of liquid with many indent holes, even adding
a large number of new sampled particles, as can be seen in the
Figure 12. In turn, our method successfully generates a smooth
free-surface efficiently preserving the small and thin fluid fea-
tures with a reduced number of particles during the resampling.

Figure 13 illustrates the effectiveness of our resampling
method when it is applied to the surface reconstruction meth-
ods proposed by Sandim et al. [1] and Marrone et al. [11] in a
domain with complex geometry. Our adaptive sampling is ca-
pable of capturing the thin sheet produced when a liquid flows
through a narrow gap imitating a waterfall, without introducing
spurious artifacts in the surface reconstruction. Note that the
surface fitting without our method produces small holes and a
considerable bump below the thin sheet or spikes on the surface,
caused by the inconsistent orientation of the normal vectors due
to the poorly sampled regions on the free-surface.

Figure 14 shows the robustness of our method regarding par-
ticle resolution. For that, we have employed two sphere-shaped
particle sets, one in high-resolution (≈ 1.9 × 106 particles) and
another one in low-resolution (≈ 2.4× 105 particles). The com-
parison is made using the Enright deformation test [33], a tra-
ditional benchmark for level-set methods and surface tracking
algorithms. The experiment consists of deforming each sphere
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(a) feature classification (b) Sandim et al. without resampling (c) Marrone et al. without resampling

(d) particle refinement (e) Sandim et al. with resampling (f) Marrone et al. with resampling

Fig. 13: The effect of our resampling method in the surface reconstruction schemes proposed by Sandim et al. [1] and Marrone et al. [11].

Fig. 14: Enright test at maximum stretching time. From left to right: free-
surface fitting without our resampling in high-resolution, without our resam-
pling in low-resolution, with our resampling in low-resolution and the particles
resampled (red) by our method.

according to an incompressible flow field. After the sphere
reaches its maximum stretching, the direction of the velocity
field is reversed to restore its original shape. Performing the
traditional free-surface fitting without resampling, the surface
in high-resolution is successfully reconstructed, while in low-
resolution the surface breaks up in the thin sheet region. Apply-
ing our resampling method to the low-resolution model, the re-
sulting surface is quite similar to the surface in high-resolution,
and the number of additional particles created by our method
represents less than 1% of the total number of the original
boundary particles, since most of the particles are just repo-
sitioned, which demonstrates the efficiency of our resampling.
The low amount of additional particles is due to the safe region
procedure; without the safe region, the number of particles in-
serted would be 50 times higher.

Figure 15 shows the versatility of our method in a mushroom
jet simulation using a FLIP solver from Houdini [34]. Even in a
high particle resolution, our method improves the quality of the
reconstruction of a sheet of liquid generated by a laminar flow at
the outlet, reducing the spurious artifacts (bumps in the bottom
and holes in the top) in the free-surface fitting. Figure 16 shows
the scalability of our approach regarding the boundary particles,
increasing RG from ≈ 5% in a low-resolution (250k particles)
to ≈ 16% in a high-resolution (2M particles).

Fig. 15: Mushroom jet simulation in a top (left column) and a bottom view
(right column) at t = 0.38 sec. Surface reconstruction without (top row) and
with (bottom row) our resampling in a simulation involving 2M particles.
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Fig. 16: The number of boundary particles for different resolutions of P in
mushroom jet simulation at t = 0.38 sec (see Fig. 15).
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5. Discussion

About the parameter α. We chose α = 0.2 in Equation (2)
empirically which was supported by the quality of the results
obtained with the experiments reported in Section 4. However,
one alternative to eliminate such a parameter could be interpret-
ing the covariance matrix Ci as a diffusion tensor, a traditional
tool in medical image analysis [35]. Among the diffusion mea-
sures, in particular, the Westin measures [36] capture the shape
“DNA” of the PCA ellipsoid from Ci, i.e., there is a diffusion
tensor basis {B1,B2,B3} derived from the SVD of Ci, such that
Ci =

∑3
j=1 β jB j with

β1 =
σ3 − σ2

σ3
, β2 =

σ2 − σ1

σ3
, β3 =

σ1

σ3

representing the prolate (linear), oblate (planar), and spherical
components of the PCA ellipsoid’s anisotropy, respectively (see
Figure 17). By construction,

∑3
j=1 β j = 1, which implies the

coefficients β j are barycentric coordinates of Ci.

= + +

Fig. 17: PCA ellipsoid decomposition using Westin measures.

Since the coefficients β j describe how close the PCA ellip-
soid’s shape matches the general cases of a prolate (σ3 � σ2 ≈

σ1), oblate (σ3 ≈ σ2 � σ1) and spherical (σ3 ≈ σ2 ≈ σ1)
ellipsoid, we can create a simple heuristic to classify the bound-
ary particles given by `i = j, where j is the index of the high-
est β j. Preliminary experiments using this heuristic show an
over-classification of feature particles (see Figure 18), produc-
ing ten times more new sampled particles than the resampling
method with the classification provided by Equation (2). How-
ever, we believe that the classification using Westin measures is
promising and deserves further investigation and analysis.

Fig. 18: Particle classification provided by Equation (2) (left) and Westin mea-
sures (right).

On the feasibility of implementing the resampling method on
graphics processing units (GPUs). As depicted in Algorithm 1,
the main stages of the proposed resampling method are bound-
ary detection, feature classification, and particle refinement.
The boundary detection stage, in its turn, comprises two steps:
viewpoint placement and visibility test. The first one defines
which cells of a Cartesian uniform grid covering the fluid par-
ticles contain or not viewpoints to be used in the visibility test
(details can be found in [1]). The viewpoint placement may in-
volve a search for the particles lying in a radial neighborhood
of a given particle, which can be efficiently performed with a
grid on GPU, as demonstrated by several implementations of
particle-based fluid simulations on CUDA (e.g., [37]). Also,
the viewpoint generation can be performed independently for
each grid cell, which is quite adequate for the CUDA program-
ming model [38]. In CUDA, that step could be implemented
using a one-dimensional grid of one-dimensional thread blocks,
each thread of a block executing a kernel responsible for plac-
ing the viewpoints of a grid cell. The visibility test operates
independently for each viewpoint and involves computing con-
vex hulls required by the HPR operator. That step can be also
efficiently implemented on GPU (see, for instance, [39, 40]).
The mapping of the remaining two stages for GPU is straight-
forward. The feature classification operates independently for
each particle and could also adopt a one-dimensional grid of
one-dimensional thread blocks. Each thread would be responsi-
ble for computing Ci (applying the same neighborhood search
already used for the viewpoint placement), its SVD (employ-
ing, for instance, the Jacobi method), and, finally, assigning the
particle label. Similarly, the refinement stage executes inde-
pendently for each particle and would demand a kernel on a
one-dimensional grid of one-dimensional blocks, where each
thread would replace or not a particle and compute the normal
and position of the new particles. Since the maximum number
of new particles replacing the i-th particle is six (for `i = 0), the
kernel output could be two arrays with capacity for 6 |Sρ| ele-
ments, one for positions and one for normals, with the i-th grid
thread accessing the elements indexed by 6i + j, j = 0, 1, . . . , 5.
The final point cloud R could be obtained by the operation of
parallel compaction of those output arrays, available on Thrust
template library [41].

Limitations. One limitation of our method is related to volume
preservation caused by the displacement of the new sampled
particles around the original boundary particles using a constant
factor of 0.5ρ (see Equation (3)). Consequently, this dilatation
process increases the volume defined by the surface. In experi-
ments involving an incompressible flow, the volume varies less
than 10% on average per frame.

6. Conclusion and future work

We have presented a novel adaptive particle resampling
method for free-surface reconstruction of zero level-sets de-
fined by boundary particles from particle-based fluid simula-
tions. Given a particle set which discretizes a liquid, firstly our
method relies on Sandim et al. [1] to accurately identify the
boundary particles. Each boundary particle is then classified
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and labeled regarding the local features of the fluid, where this
classification is based on deformation of the free-surface and
the cardinality of its local neighborhood. After that, the feature
particle is replaced by new particles which surround it, accord-
ing to its label as illustrated in Figure 4. The proposed method
is simple, fast, easy to implement, and only requires the parti-
cle positions to correctly identify and refine regions with small
and thin fluid features. Finally, we extract the free-surface of
the zero level-set defined by a point cloud formed by the resam-
pled boundary particles and its normals. As a result, we have
a framework that can be effectively used for rendering of free-
surfaces in particle-based fluids, as attested by the experiments
and comparisons carried out in the paper.

As future work, we intend to integrate our framework into
SPH and FLIP fluid solvers, thus enabling the particles result-
ing from resampling to be incorporated into the fluid for simula-
tion of free-surface phenomena, e.g., involving surface tension.
Also, our method can be appropriately tailored to GPUs, since
computations at all stages of the process are performed locally
and independently for each data partition.
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